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The audit can be fooled if fairness is evaluated on a manipulated distribution.
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Research question: How much can an auditee improve fairness while keeping the manipulation statistically undetectable?

I SAMPLE MANIPULATION: FAIRWASHING ATTACKS I DETECTION STRATEGY
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Adversarial optimization problem:

~

Statistical test hypothesis:
how likely is the sample from the
original distribution ?

{ arg min d(P, Qp)

st. DI(f, P,S)>t }
PeP(E)

Reweighting Entropic / Kullback-Leibler projection (extension of [3])

Direct hypothesis

tests: K.-S. test on
(X), one dimensional
testing as done in [2]

Reweight existing observations to meet the fairness constraint with Minimal KL divergence. Distance-based

acceptance region:
Generate B genuine
samples of size m:

d(Q7<7Z;>7Qn)7 b= 17 >B'

Build empirical 95%
threshold for d(Qm, Qn)

New points Continuous Wasserstein projection

Gradient-based progressive shift of features toward a fairer distribution given a predictive model f.
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where Ty is defined as T)\(Z;) € argmingep ||z — Z;||? — (A, ®(x)) and N satisfies t = 1 S0 O(Th«(Z;)).

n =N

Distances used:
KL, Wasserstein,
MMD. applied both on
the full (X, S, Y) and
the reduced (S, Y)

— Reject hypothesis if
distance exceeds it.

Y : decision

Replace / Matching Discrete Wasserstein projection
Let 9o, 01 respectively be the increase
and decrease of numerator and

denominator of the DI.

1. Replaces the key variables (S, Y).

2. Matching method weighted by Wasserstein distance cost.
Threshold depends of sample size m: Larger m —

To increase the DI, the changes can
smaller threshold — easier detection.

either be balanced 9y = d1or
proportional % _ 0

ny np

DI(r;,(27)) — DI((27))
|7y(27) — Z7|

S : sensitive variable
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Fairness alone is not enough
— the sample itself must be audited.

| KEY RESULTS

The goal is not to make manipulation impossible overnight

Individual results of the 7 tests =" B o wexsy - wesh | for each dataset fairwashed at DI=0.8.

i | HOW TO MAKE FAIRWASHING HARDER?
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A manipulation optimized for one distance can be exposed by another.
(Up to a certain point, adding MMD was not relevant)

Highest undetected DI per sampling
size on the Adult dataset.

Fairness cost and detectability trade-off Fairwashing method cost rank
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Make the audited sample large enough
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Increasing sample size is the strongest practical lever against
undetectable shift.
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] CONCLUSION & OPEN QUESTIONS

L
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-  What we show: Fairwashing can be optimized and sometimes remain
statistically undetected.

- What remains open: Designing audits that remain robust when the
attacker knows the defense strategy. This work is a step in this direction.

- Practical constraint: Distributional tests (especially high-dimensional
Wasserstein distance) can become computationally expensive at scale.

10 20 30 40 50
Sample size : percentage of the dataset (%)

Highest Disparate Impact (Dl) increase undetected by the combinations of 7 statistical tests, for each dataset using the
different fairwashing methods. “—” means no improvement have been made using the fairwashing method on the dataset.
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